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1. Introduction

According to CISCO VNI by 2022 global IP 
traffic will triple and the global networked devices 
and connections will reach 28.5 bilion (CISCO 
Systems, 2020). Thus a major challenge for the 
Internet world is the large volume of data which is 
increasing daily due to the high usage of devices. 
This problem is also known as the “BIG DATA”  
problem. The world is “swimming” in data, and 
the pool is getting deeper at an alarming rate 
according to IDC which forecasts the Global 
Datasphere to grow to 175 ZB by 2025 (Reinsel, 
Gantz & Rydning, 2018).

A crucial problem for organizations with a large 
number of locations across the globe, is to store the 
data and to transfer it as fast as possible, in order 
to make it available everywhere. Smart devices 
like mobile phones, tablets, smartwatches and 
others, have a limited amount of storage space and 
bandwidth. Moreover, the recent trend of cloud 
computing has changed the way people view IT 
resources. More and more companies rent storage 
and computing time from providers like Google 
Cloud, Microsoft Azure, Amazon Web Services 
and this has resulted in a more cost-effective use 
of resources. 

Since 1976 researchers have been trying to find 
optimal models to achieve minimal costs for 

files storage and transmission, by dynamically 
assigning the file in a computer network (Segall, 
1976; Segall & Sandell, 1979). Several years later 
in order to achieve network performance and 
reliability for distributed systems, files migration  
algorithms were developed and the call for data 
compression techniques started to be evident 
(Gavish & Liu, 1990; Shu et al., 2004) 

Data replication techniques and strategies have 
been studied in order to reduce costs and improve 
performance for the data transferred in the cloud 
systems (Tos et. al., 2016; George & Edwin, 
2017) or IoT based systems (Qaim & Özkasap, 
2018). However, often the data that needs to be 
copied is very similar to an old version of data 
that already exists on the target site. In this case, 
time and resources are wasted because copying 
a new version of data requires copying all of the 
unchanged data too. Thus data deduplication  
techniques have started to became highly used in 
cloud datacenters for big data backups (Bhalerao 
& Pawar, 2017) or for database systems (Xu et al., 
2015, Xu et al., 2017).

Given this context, reducing both the size of the 
data and the transfer time remain big challenges. 
Another way to resolve these problems is to 
transfer only the difference between an old version 
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and a new version of the data, between the sites, 
thereby reducing the transfer time, the data size on 
the disk, and optimizing the bandwidth. 

The purpose of this paper is to describe and 
analyze a technique for the replication and storage 
optimization with regard to the big data sets of 
files, an activity which implies the analysis of 
different types of files, and delta encoding of these 
files, using three well-known applications: Rsync 
(Tridgell, 1999), Xdelta3 (MacDonald, 2000), 
Bsdiff/Bspatch (Naïve, 2013). A structural analysis 
of the mentioned delta encoding algorithms is 
performed in order to determine, which delta 
encoder generates the smallest delta between two 
versions of a data set. 

This article is structured as follows. Section 
2 presents the main concepts related to data 
replication, focusing on delta encoding and 
remote file synchronization. Section 3 outlines 
the different binary diff tools and their usage, 
while Section 4 describes the methods used 
for the synchronization between two versions 
of a software project. Section 5 introduces the 
results of the tests along with an analysis of the 
problems and limitations encountered and  Section 
6 presents the conclusion of this paper.

2. Background

In Computer Science, data replication (Charron-
Bost, Pedone & Schiper, 2010) is the process of 
storing the data on multiple storage devices. One 
of the main goals of this process is to increase the 
availability of resources. Given the large amounts 
of data that is generated every day, replicating this 
data is becoming more and more challenging. 

The simplest method to replicate data is to copy 
all of it from one site to another. But if the data 
that it is to be transferred has been only partially 
changed, another way to replicate the content 
on the target site is to maintain an old copy on 
the target and synchronize the files and the tree 
directories on both sides. 

Delta encoding (Suel, 2018) is a way of storing 
or transmitting data in the form of differences 
between sequential data rather than complete 
files; more generally this is known as data 
differencing (or delta compression). The delta 
compression can be explained as follows: host 
C has a copy of fold and host S has copies of both 
fnew and fold, where fold is the old file and fnew 

is the new file. The goal for host S is to compute 
a file fdelta, which is the delta difference file, of 
minimum size such that host C could reconstruct 
fnew from fold. If the delta between the files from 
two distant sites is computed, one can speak of 
remote differential compression. 

Remote file synchronization is the process of 
adding, changing, or deleting a file in one location, 
and having the same file added, changed, or 
deleted at another remote location. For example, 
as it can be seen in Figure 1, if the Remote Server 
has a copy of the file fold and the Local Server 
has a copy of both fold and fnew, and the aim is 
to generate fnew on the Remote Server, one needs 
a protocol that minimizes the communication cost 
between the two computers.

Figure 1. File replication using delta encoding

One method of synchronizing the files is to 
compute the delta between the old version and new 
version, while transferring only the differences. 
To do this one can use different methods based 
on remote delta encoding algorithms. Remote 
differential compression (Suel & Memon, 2002) 
(remote delta encoding) is an algorithm that allows 
two files to have their content synchronized by 
communicating only the difference between them, 
in a client server configuration.

3. Methods and Related Work

This section aims to present the most common 
binary diff generation algorithms and tools used 
as solutions for the file synchronization process 
and other methods used for files synchronization.

In computing, a diff tool is a file comparison 
utility that outputs the differences between two 
files. Recent versions, which offer performance 
improvements and compression, also support 
binary files. Delta compression tools such as 
Xdelta3, Bsdiff/Bspatch and Zdelta (Trendafilov, 
Memon & Suel, 2002) are generally used 
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for generating differences between two files 
(the old and the new version) if both files are 
available on the same machine. Remote delta 
compression tools (Shiala, Majhib & Phatakc, 
2015), like Rsync are used for synchronizing files 
between remote hosts (a source site which has 
a newer version, and a target site which retains 
the old version), by producing a differential file 
which will be then transferred and applied on 
the target site. However, Rsync can be used for 
synchronizing files that are on the same machine. 
Rsync is among the most popular tools for remote 
delta encoding. Nonetheless, a problem which 
appears when using this method is the huge 
amount of time taken to transfer small chunks 
of data between two sites separated by a WAN 
link, the latency on the network being a factor in 
this process.

Recently, research studies have been performed 
in order to find solutions for web-based 
synchronization methods like WebDeltaSync 
(Xiao et al., 2018), or for mobile cloud 
storage services QuickSync (Cui et al., 2015). 
Other studies have been focusing on hybrid 
synchronization like PandaSync, which  proposes 
a method which involves full synchronization 
and delta synchronization depending on the 
network performance (Wu et al., 2019).  A 
presentation of Xdelta3, Bsdiff and Courgette 
(ProgrammerSought, 2021) shows that Bsdiff 
generates 50% fewer binary patches and Courgette 
has an even better compression rate, but this 
analysis does not take into account the Rsync 
algorithm which is still widely employed for file 
updates and migration.

Rsync

Rsync is the most well-known tool for file 
synchronization between two machines across the 
network. What makes Rsync different from other 
file transfer tools is that it detects the differences 
between the source data set and target data set and 
then transmits these across the network, so that 
the target can apply them, resulting in a complete 
file synchronization between the two hosts. Rsync 
is a tool that integrates multiple functionalities 
including: an algorithm which detects differences 
between two files, a network transport protocol 
and a data compression algorithm. 

As previously noted, Rsync is employed in 
order to determine changes when comparing two 

versions of one file without having both versions 
of the file on the same machine.

The network protocol used by Rsync can be 
summarized as follows: on the computer where 
the old versions of the files, are hosted, Rsync 
calculates the checksums for each block of 
data. These checksums are then sent to the 
computer which hosts the new version of files. 
After detecting the changes between blocks, 
the computer that hosts the new version sends 
instructions on how to create the copy of the new 
version to the computer that has the old data. The 
instructions include the actual new data and the 
references on blocks that hadn’t been changed in 
the new file. 

Rsync is used for synchronizing files in 
distributed client-server applications (Faiz & 
Shanker, 2016), backup and restore on e-learning 
platforms (Purnama et. al., 2016) and updates in 
sensor networks (Qaim & Özkasap, 2018). Other 
recent studies show that Rsync can be used in 
emergency communication systems (Schepis et. 
al., 2019), cloud based IoT applications (Kolano, 
2015; Sánchez-Gallegos et al., 2020) and fog 
computing platforms (Puliafito et al., 2020;  
Puliafito et al., 2021).

Xdelta

Developed by Josh MacDonald, Xdelta3 is a 
set of tools for reading and writing compressed 
deltas. The algorithm, first used in Xdelta1, 
was based on the Rsync algorithm; the main 
difference is that the size of the blocks was 
smaller than the block size that Rsync uses. The 
new version, Xdelta3, uses the VCDIFF (Korn et 
al., 2002) encoding library. The VCDIFF Generic 
Differencing and Compression Data format 
supports better compression and it allows the 
data to be easily transported among computers. 
The synchronization of files is optimized for high 
speed while generating smaller deltas. Both files 
involved in the synchronization process must be 
available locally. Xdelta3 was used in malware 
analysis by Fowler (2017), and for the study of a 
VM handoff in edge computing (Ha et al., 2017).

Bsdiff/Bspatch

Bsdiff and Bspatch are tools for building 
and applying patches to binary files. These 
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compression utilities are similar to Xdelta3 
in that they do not provide network transport 
functionality, and can produce a delta file even 
smaller than the ones produced by Rsync or 
Xdelta3. The algorithm used by Bsdiff/Bspatch 
functions by reading the old file and indexing the 
content. After that, the new file is read in order to 
find the blocks that match exactly the blocks of 
the old file. Unlike other binary tools which put 
all these changes into a single patch file, Bsdiff 
builds a patch set which contains 3 parts: a control 
file, containing ADD and INSERT instructions, a 
difference file containing the bytewise differences 
of the approximate matches, and an extra file, 
containing the bytes which were not part of an 
approximate match.

One important thing to note about Bsdiff is that it 
uses an algorithm highly demanding in memory 
resources. It requires max(17*n,9*n+m)+O(1) 
bytes of memory, where n is the size of the old 
file and m is the size of the new file. This solution 
is not the most appropriate to use because it needs 
huge resources of memory. Bsdiff was mainly 
analysed for incremental backups for sensors and 
resource-constrained microcontrollers (Teraoka, 
Nakahara & Kurosawa, 2016; Onuma et al., 2016; 
Stolikj et al., 2013).

4. Proposed Work

The approach presented in this paper aims to 
separate the remote delta encoding process from 
the transfer process by computing locally the delta 
difference between the files and then transferring 
them by using other compression utilities over 
the network. 

Thus the process of synchronization that we 
have been using, consists of three stages: a 
preprocessing stage (obtaining the delta files 
for two versions of a file which are on the same 
machine), a transfer stage of the delta data and a 
“postprocessing” stage which relates to applying 
the delta files to the old version of the selected 
files to synchronize them. For the stages of 
preprocessing and postprocessing, after a careful 
analysis of available delta generation tools, 
three different utilities were determined to be 
worth further evaluation in this paper. In order 
to describe the steps for remote synchronization 
using delta differencing before transferring the 
files, the remote synchronization for Rsync is 
analysed (see Figure 2). 

Figure 2. Rsync Remote Synchronization

As previously noted, Rsync is usually used for 
synchronizing remote hosts, but it can also be 
employed for computing the difference between 
two versions of a file in local mode. When Rsync 
is used between a SOURCE SITE and a TARGET 
SITE, the TARGET SITE has to send all the block 
checksums for its version to the SOURCE SITE. 
After comparing the block checksums with regard 
to the values received and the values of the block 
checksums for the new version, the SOURCE 
SITE will communicate the new data that needs to 
be updated and the references of the blocks where 
the data needs to be applied. 

Thus, in this case, the bandwidth utilization is 
greater than if the delta differences were sent after 
a local delta encoding run between two different 
versions of a tree directory structure.

As it is shown in Figure 3, the prototype that 
we have used to synchronize two remote 
versions includes three steps: the preprocessing 
step which supplies the delta, the transfer step 
for transferring the delta over the network to 
the target site and the final step, namely the 
postprocessing which consists in applying the 
delta to the TARGET SITE.

Figure 3. Remote Synchronization using local  
delta encoding 
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For each method, the steps used for obtaining the 
delta difference file set are explained below; it is 
also explained how this delta data was transferred 
and finally which were the steps applied at the 
destination in order to obtain the new version of 
the data set.

Preprocessing

1. Rsync

To obtain all the differences between two versions 
in one single file, Rsync was used in -only-write-
batch mode. This function allows writing all 
changes to a single file, which can then be sent 
and applied on the TARGET site (see Figure 4 ).

Figure 4. Rsync Preprocessing

The syntax used was:

Rsync -av --delete -i -8 --progress --stats –only-write-
batch=batch_delta_file --recursive --log-file=test_log  
--out-format=”**** file_size: %l ---- time: %t ---- file_
name: %f ---- delta_size: %b ---- itemize_change: %i 
*****” NEW_VERSION OLD_VERSION

2. Xdelta3

For Xdelta3, the preprocessing stage as it can be 
seen in Figure 5 included the following parts:

a. Running Rsync and processing the output of the 
process in real time:

 - Find which files need to be deleted;

 - Find which files are new in the new version;

 - Find which files need to be updated.

b. For each delta file that needs to be updated, 
Xdelta3 was run against the old version and the 
new version of that file, keeping the generated 
delta file in a separate directory.

The syntax used for Xdelta3 in encoding mode is 
the following:

Xdelta3 -A -e –s old_file_version new_file_version     
delta_file
where:
-e – compress
-s – source file to copy from 
- A – provide application header

c. When the directory reaches 100 delta files it is 
added to a .tar archive, and a new directory will 
be created for the next 100 delta files 

d. All the information related to the files that need 
to be deleted is stored in a log file 

e. All the new files are copied in a directory, and 
their name and path are written to another log file, 
in order to be applied on the TARGET site in the 
postprocessing stage

f. In addition, there is another log file which 
keeps the information about the delta file, the path 
and name of the file which was changed when 
comparing its versions

All the log files, as well as the directory which 
contains the new files, are added to archive; the 
final archive file will be sent across the network 
to be processed on the TARGET site.

Figure 5. Flow diagram for Xdelta 3 preprocessing 
using Rsync
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3. Bsdiff/Bspatch

The preprocessing stage for Bsdiff/Bspatch is the 
same as for Xdelta3 the only difference being that 
Bspatch is called against two versions of the file 
instead of calling Xdelta3 in mode encoding.

Bsdiff old_version new_version delta_file

Transfer

To create the new data set files on the remote 
target site, it is necessary to transfer the delta file 
in order to apply it to the old version. In order to 
do this, the time of data transfer was evaluated by 
using two transfer solutions: Rsync, and BBCP 
which are open source tools. Rsync can be used as 
a transfer tool also, being able to transfer the small 
differences between the files across the WAN.

BBCP (Hanushevsky, 2012) a point-to-point 
network file copy application, is an alternative 
to GridFTP (Allcock et al., 2005) for transferring 
large amounts of data. This utility breaks up the 
transfer into multiple streams, thereby transferring 
data much faster than single-streaming utilities 
such as SCP (Secure Copy Protocol) and SFTP 
(Secure File Transfer Protocol).

BBCP was employed in order to transfer the batch 
file obtained after using Rsync, and the .tar archive 
when using Xdelta3 and Bsdiff.

Postprocessing

Once the delta files arrived at the target, the 
delta was applied to the old data set files using 
the decoding option for the software that was  
used at the source site to encode the differences 
between the two versions of the respective files. 
At this step the priority is to find the time taken 
by each binary diff tool when applying the delta 
file to the target site. Below, it is described for 
each binary tool, which were the steps applied in 
order to obtain the new version of the data set on 
the target site.

1. Rsync

To apply the delta modifications to the old version, 
Rsync was used in read-batch file mode, as it is 
shown in Figure 6.

Figure 6. Rsync postprocessing

The syntax used was:

Rsync -v --read-batch=*_batch_bin_batch_file 
-v – to display the output of Rsync
--read-batch – apply changes stored in the previously 
generated file  *_batch_bin_batch_file”

2. Xdelta3

Knowing that the delta files previously generated 
are all contained in a .tar file, the process for 
Xdelta3 applying patch includes the following 
steps, which are also described by the process flow 
from Figure 7:

a Create a copy of the old version to the 
new version directory, using hard links

b Unpacking the log files, the directories; 
containing the delta files and the directory 
which contains the new files that are not 
at the target site; 

c Loading into RAM the information from 
the log files, including which files need 
to be deleted, the new files to be created 
and the delta files;

d Delete the files that are not in the new 
version and were in the old one from the 
hard-linked copy directory, using the log 
which contains information regarding 
the files that need to be deleted from the 
new version; 

e Copy new files to the hard-linked copy 
target directory, using the log file which 
contains the path and the name of the file 
that needs to be copied; 

f Apply delta files, using Xdelta3 decoder 
for each file that has been modified in 
the new version. This step is done based 
on the log file which, for each file, lists 
the path of the file and the name of 
the delta file which corresponds to the 
modified file.
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The syntax used was:

Xdelta3 –d –s old_file_version delta_file new_file_ver-
sion
Where
-d – decoding, decompressing

3. Bsdiff/Bspatch

The postprocessing stage for Bsdiff/Bspatch is 
almost the same as for Xdelta3, the only difference 
being that Bspatch is run for decoding instead of 
running Xdelta3 in decoding mode.

The syntax used was:

Bspatch  old_file_version delta_file new_file_version
Where
-d – decoding, decompressing

5. Experiments and Results

For the presented experiments four data sets 
of files were used, which are represented by a 
software project compiled on Windows and Linux 
platforms. The tests were performed using two 
Red Hat Enterprise Linux Servers, one located 
in North America(Canada), and the other one in 
Central Europe (Germany), both connected on the 
same WAN (Wide Area Network) and working at 
an average speed of 250 Mbps.

In order to achieve a performance comparable 
to that of Rsync, parallel processes were used 
both for the preprocessing and postprocessing 
stages. The testing conditions were the same for 
all algorithms and there were no other processes 
running on the servers at the time of these tests. 
The time-related results were obtained using the 
time command from the Unix system. Consistent 
results were obtained by carrying out tests 
repeatedly for three times, small variations of 
0.03% were observed.

The results of the experiments carried out will be 
presented as follows: first the spectrum of data 
set files will be described, then for the given data 
sets the size of the selected files will be analyzed 
within each data set. Afterwards the focus will be 
on the delta size of those files obtained for a new 
and an old version by using the three algorithms 
mentioned above. Finally, the analysis will focus 
on the preprocessing time in obtaining the delta 
difference file, the time to  transfer the delta file 
and the time taken by the postprocessing step at 
the target destination.

Figure 7. Flow diagram for Xdelta3 postprocessing diagram
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Spectrum of Data Set

In this section the type of files that are within a 
data set are first analyzed. Then, the size of those 
files and the size of delta files will be analyzed 
for two versions of a data set. For the proposed 
experiments let us consider Data Set A and 
Data Set B which contain the files of a software 
project compiled on win64_x64 and win32_x86 
platforms, and Data Set C and Data Set D with 
files resulting from the compilation of the project 
on linux_x86 and linux_x64 platforms.

1. Type of files 

In order to analyze the performance of the delta 
encoding tools depending on the type of the files 
within a data set, the types of files by artifact 
(directory) are presented, as it can be seen in 
Figure 8.

Figure 8. Types of files within an artifact

2. Size of files

At this point, the spectrum of the data set files was 
analyzed. Thus, one obtained the total number of 
files and directories, the maximum depth for the 
directories, and the number of files divided into 
ranges by their size (e.g. files less than 1kB, files 
between 1kB and 10 KB, etc…). As it can be seen 
in Figure 9, most of the files of the data set are 
smaller than 1kB or they have a size between 1 
kB and 10 kB.

3. Size of delta files

In this section, the spectrum of the delta 
differences between two versions of each data set 
was analyzed before the compressing algorithms 
were applied. As Figure 10 shows, it can be stated 
that 90% of the file differences for two versions 
of a data set are smaller than 1kB. Sending all 
of these small differences across the network 
consumes a large amount of time and bandwidth.

Figure 9. Spectrum of the Data Set Files

Figure 10. Delta Files Spectrum

When using Rsync in remote mode, these 
differences must be individually transmitted over 
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the network. However, creating archive files which 
contain the differences results in faster transfer 
rates because they can be read contiguously by 
the transfer software. This also provides the ability 
to buffer the data that arrives on the target site in 
memory and then flush it to disk at a later time, 
which provides even better transfer rates.

Size of Delta Files for the  
Compression Algorithms 

In this paragraph one analyzes the size of the delta 
files that are generated by the three delta encoding 
algorithms described in Section 4. 

Looking at the size of the Delta File generated 
by these utilities, in Figure 11 it can be seen that 
Rsync is not very efficient when focusing on the 
size of the delta difference file. The size for the 
file created by Xdelta3 and Bsdiff/Bspatch is 
almost the same for the Data Set A and Data Set 
B. One thing that must be mentioned is that, based 
on Figure 11, Xdelta3 has a file size smaller than 
Rsync’s batch file if .bin files are compared (Data 
Set C and Data Set D).

Figure 11. Average of delta file size by DataSet

When comparing Xdelta3 and Bsdiff, the size of 
delta file in two cases is smaller for Bsdiff than for 
Xdelta3, but overall the compression performance 
is the same when talking about the file size 
obtained from the encoding process.

Figure 12 illustrates the total size of two versions 
A and B which contain all the files of the four 
datasets analyzed in Section 5.

Figure 12. Total size of the entire version compared 
to the total size of delta file

The size of these versions is compared with the 
size of the generated delta files obtained through 
the three utilities described in Section 4. One can 
imagine that if it was necessary to transfer the 
entire version of a project, it would have taken 
much longer than transferring only the delta 
encoding files.

Preprocessing time

Figure 13 illustrates the preprocessing time 
obtained by the delta encoding algorithms, 
showing that Bsdiff takes the highest time to 
compute the delta difference. 

Figure 13. Preprocessing time by artifact
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If one compares only Rsync and Xdelta3, it can 
be stated that Xdelta3 takes more time than Rsync 
also, but the difference is not as significant as in 
the previous case. For the Data Set C and Data Set 
D which include .cab and .bin files (see Figure 8) 
the performance of  Xdelta3 is similar to that of 
Rsync, in comparison with the Data Set A and 
Data Set B where a lot of .zip files are present.

Transfer time

It is known that the smaller a file is, the faster the 
transfer will be. In this case, it can be stated that 
transferring the .tar archive created using the Xdelta3 
method is faster than transferring the batch file 
created with Rsync, as the results show in Figure 14.

Figure 14. Transfer time for the delta files

Postprocessing time

Figure 15. Postprocessing time by artifact

At the stage of postprocessing where the delta 
differences are applied on the target site, in Figure 
15 it can be seen that Rsync performs the fastest 
out of all three methods. It can be also noticed 
that Xdelta3 can be slower than Bsdiff/Bspatch at 
a certain degree.

Total Synchronization time

For the total synchronization time, as it can be 
seen in Figure 16, Rsync used in batch mode 
performs the best. When trying to apply remote 
synchronization for two versions using Rsync, 
the small-size files transmitted over the network 
lead to a higher synchronization time. Xdelta3 
performs better than Bsdiff/Bspatch but it has a 
higher synchronization time in comparison with 
Rsync used in batch mode.

Figure 16. Total processing time by artifact

6. Conclusion

This paper analyzed the results obtained for the 
remote delta encoding process, using Rsync, 
Xdelta3 and Bsdiff. These utilities were chosen  
because they are open-source and widely used.

As it can be seen in Figure 12, for a total size of 
the data sets of almost 175 GB, the total size of 
delta files obtained for the two proposed versions 
is higher than 36 GB when using Rsync. Xdelta3 
has a better compression rate but the time required 
to process the data is significantly higher than in 
the case of  Rsync, even if parallel processing is 
used. Bsdiff/Bspatch obtained comparable results 
with those of Xdelta3, being faster than it at the 
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postprocessing stage (Figure 15), but it consumes 
a lot of resources.

It can be concluded that Rsync is the fastest 
tool for performing the synchronization, but it 
consumes a lot of bandwidth to transfer the delta 
difference file. Xdelta3 is not as fast as Rsync, 
but the delta files are almost two times smaller 
than Rsync’s batch files, which leads to a lower 
bandwidth consumption.

As a result of this research, it can be stated that it is 
advisable to use Rsync as a compression algorithm 
when the cost of the bandwidth is not a problem, 
otherwise it is more favorable to use Xdelta3 
or another algorithm with a good compression 
rate and another utility for transferring the delta 
difference across the network.

Based on the obtained results, the future aim 
would be to build an optimized transfer system 
for security and remote collaboration.
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